Disaster Recovery

Overview

Any sound disaster recovery plan needs to encompass every known situation that can result in loss of service or data.  Each of these shall be addressed in this document along with specific steps for recovering from a service or data loss.

The disaster recovery plan must be validated and tested.  This is not a one time process.  The testing and validation of the disaster recovery plan must occur on a regularly scheduled basis.  The entire plan needs to be tested once and validated before being rolled out.  After that, the DBA staff needs to test and probe at least a part of the disaster recovery plan on a weekly basis.  This testing is required simply because data volumes grow and environments change.  What was adequate to accomplish disaster recovery requirements this week may be insufficient for next week.

This process requires a test server for the DBA staff that can accommodate one of the largest production systems.  This server gives the DBA staff the ability to continuously probe, test, break, fix, enhance, and validate the disaster recovery plan.  No plan can account for everything that can occur in a production environment.  The ability to continuously test the disaster plan allows the team to close these holes before they are encountered in a production system.  Additionally, this also gives the team practice and familiarity with the disaster recovery plan.  This increases the response time in the event of an emergency and also eliminates any errors that can occur.  Having to recover a system after having been through the procedure dozens of times is much better than having to do it the first time while the system is down.  This practice reduces the response time and brings systems online in a much more efficient manner.  The service level increases, because the time estimates are based on practice and experience instead of simply estimates.

The way this process works is that each week, the lead DBA selects a segment of the disaster recovery plan to test.  Each DBA in turn must complete this segment of the recovery process.  Each area tested is documented and the process is timed for statistical purposes.  Any problems encountered as well as workarounds are documented.  At the end of each recovery a second person, normally the lead DBA, verifies that the recovery is valid and the system possible to go into production.  Once the verification is done, the entire process needs to be evaluated from both a performance standpoint and also for any problems encountered.  All problems should be documented and the disaster recovery plan updated to address them.  This new addition to the disaster recovery plan should then be tested during the next testing cycle.

In addition to the regularly scheduled recovery drills, the lead DBA should randomly choose at least one time every month for a live disaster drill.  This disaster drill is addressed and treated just like a real emergency.  This is a date that should be selected by the lead DBA and approved by management.  No one else on the DBA staff should know when it is going to occur.  Since this is treated just like a live disaster, this means nothing should interferes with this drill.  Support gets put on hold or handled exactly the way it would in a normal emergency. This last part of the disaster recovery program obviously needs to be approved by and supported by all levels of management.  The entire purpose of a drill of this kind is for practice in a live situation.   This sets a real life benchmark for everyone that would be affected by an outage.  The DBAs and management know how long a recovery will take and how the business could be impacted.  The users get to understand how service levels for routine operations will be affected during a recovery scenario.

This process gives you a highly trained DBA team that can quickly and accurate diagnose and recover from any problem in your environment.  With the practice also comes familiarity with recovery procedures and the specific processes for your environment.  This allows you to set and be able to expect specific levels of service and outage time frames.

The other things that make your systems much more stable are environmental in nature.  Every server should have clean, conditioned power running to it.  This protects the hardware from power surges, spikes, and power fluctuations.  The servers should also have a UPS attached to them to protect the hardware in the case of a power failure.  While most people will place the computers on a UPS, don’t overlook having the tape drives on a UPS as well. You need to ensure that the backup will continue to run even though power has gone out and you are running off your UPS.  The last thing you want to happen is have the power go out and abruptly terminate the server.  Many power outages are very short lived and without a UPS, you can have an even more serious situation when the power comes back on.  This generally produces a power surge and the machine will immediately start back up.  This can very easily overload a circuit and cause an immediate shutdown of a machine after it was only partially powered up.  If you do not have a UPS connected to the servers, you run a very significant risk of hardware failure, loss, and data corruption during a power outage.  The UPS protects the hardware during a power up and also gives the staff the time to properly shut down hardware if the power fails.  Many of the UPS products currently on the market also give you configuration options to properly power down a server when the UPS reaches a certain threshold.  In addition to the power being supplied to the servers, they should also be housed in an environmentally controlled room.  The server hardware will generate a large amount of heat.  Many of the newer servers have automatic safety cutoffs when the internal temperature exceeds an unsafe threshold.  This will cause the server to shutdown unexpectedly.  Controlling the temperature in the server room has the benefit of prolonging the life of the hardware.

All databases should be dumped daily to a dedicated backup server for reliability and speed.  These are native SQL Server dumps which is the safest, most robust, and least expensive backup solution for SQL Server.  This gives the ability for your database servers to be backed up natively while also integrating the backups into an overall Enterprise backup strategy.  You get the advantage of being able to rapidly restore a corrupt database or server from disk while also having media protection from the Enterprise backup.  This strategy also keeps all of your backup tapes stored offsite as a group such that a full site recovery is much easier to coordinate.  A very simple, high level diagram is included in Appendix E.

Along with the disk dumps, three procedures need to be run on a daily basis immediately following the backup and the results sent to a file that resides in the same directory as the disk dump.  These are: sp_help_revdatabase, sp_lti_gen_disk_init (Appendix B), and a BCP of syslogins.  (The BCP of syslogins should actually be from a view that excludes sa, repl_publisher, and repl_subscriber.)

With the outputs of these three procedures and the disk dump, we have a complete snapshot of the server that will allow complete recreation.  The tapes should then be rotated offsite as per <Company Name> policy.

In addition to the backups and tape rotation, DBCCs need to be run on a consistent basis across all databases to form the preventative maintenance that is required for every server.  An enhanced script for DBCCs is attached as Appendix C.

Backup Strategy

<Insert your backup rotation here>

The full backup to the local disk also generates four files for use in recovery.  The first file called <filename> contains the output of sp_configure.  This allows the resetting of all configurations options in the event the server needs to be rebuilt.  The second file <filename> contains the output of sp_gen_disk_int.  This contains a script to recreate any database devices.  The third file called  <filename> contains a script to recreate all databases with the same segmentation as originally designed.  The fourth file called <filename> contains the contents of the syslogins table.  This file can be imported into SQL Server via BCP to recreate all logins with the passwords intact should a rebuild of the master database be required.

<Insert the Enterprise backup schedule to tape here>

<Insert the offsite tape rotation here.>

Corruption or disaster scenarios

Notes

One note needs to be addressed for any of these scenarios.  You must be familiar with performing the command line options from isql/w for each of the recovery scenarios.  In most cases, you can get by with using Enterprise Manager or some other GUI management tool.  If you have to place the server or a database in single user mode, then you must use isql/w.  Any other tool, especially Enterprise Manager, will normally create two or more connections and thus will throw error messages because only one connection is allowed.

DBCC reports a 2540 error

This is an extremely common error.  2540 errors occur when a page gets allocated for a process, the process completes without needing or using that page, and SQL Server does not clean up the page allocation.  2540 errors are also very common when a DBCC checkdb has been run without putting SQL Server into single user mode.  This is a non-critical and can be safely ignored.  A DBCC fix_al will correct this problem, but it should only be run if the following conditions are met:

1. The DBCC has been run in single user mode and 2540 errors still occur.

2. You are getting several thousand of these errors

3. Disk space is critical (1 MB or less of free space)

4. You are out of space in the database and either can’t get more drive space or the additional drive space can not arrive in time

Even if all of these conditions are met and you run a fix_al, it will only recapture a very small amount of space in the database which might only gain you a day or two for transactions.

601 error

This is a case of the internal memory structures being corrupted inside SQL Server.  This occurs when the object descriptor for a system object gets reused.  No data loss has occurred, but the SQL Server needs to be stopped and restarted to clean up this problem.

1. Stop the SQL Server service

2. Start the SQL Server service

You are getting duplicate identity values

This is a relatively common error that occurs when you have heavy insert activity on a table that contains an identity.  This will normally occur if you have turned on insert row level locking or you run out of open objects.  It is identified by getting an error message stating: attempt to insert a duplicate row.  The resolution to this is simply to run a DBCC checkident.  This should only be run when you encounter this error.  Running this on a routine basis can cause you to overflow the range of allowed values for the datatype because the checkident has the possibility of skipping blocks of numbers.

1. Start isql/w

2. Connect to the database in question

3. Execute a dbcc checkident(<tablename>)

Cross linked objects

Cross linked objects is a very serious internal error that has two possible recovery options depending upon the type of object.  It has only been encountered with tables and indexes simply because they are the only ones that dynamically allocate more space, but it can possibly happen with other objects. 

If the objects that have been cross-linked are indexes, the first thing to attempt is to drop and recreate the indexes.  This will possibly work in about 40% of the cases.  If the index will not drop, you will have to go to the next option noted below.

If the objects that are cross-linked are tables, you must restore.  There are no other options to this problem.  In this case the following procedure should be performed:

1. If the database is replicated, stop replication

2. Dump the transaction log using the no_truncate option

3. Restore the most recent backup

4. Apply all transaction logs

5. If the database is replicated, remove replication for that database

6. If the database is replicated, verify all replication components have been eliminated

7. If the database is replicated, reinstall replication

8. If the database is replicated, verify and test installation of all components

Missing Data

This is not a situation indicative of disaster recovery, but it represents a potential for destruction of your production system.  If there is missing data, you need to find out why.  Places to check are:

1. A trigger on the table or another table that delete data.

2. A stored procedure that deletes data from that table

3. An unrestricted delete from the application

4. An improper delete from the application

5. User error

If none of these will locate why the data is missing, then you have a security problem.  If it is a security problem, then you need to investigate your security policy and strengthen it.

You should also begin to perform auditing in the database.  The first level of auditing is simply by dumping an sp_who to a table on a periodic basis such as every minute.  The second level of auditing is to add audit tables for each of the critical tables in the database.  These audit tables utilize triggers to maintain all changes made to a table along with the time it was changed and the user performing the change.  The final stage of auditing is by adding audit tables to every table in your database.

Along with this, you should also have login auditing turned on that will audit failed logins.  Password expiration should be required and enforced.  Currently the only native password expiration available is by using integrated security and relying on the NT password expiration.  You can also setup a home grown system within the database, but this must be coupled with the application and other internal checking mechanisms.  The sa password should be suitably long and contain a combination of upper/lowercase letters and numbers.  The minimum password for an sa account should be 8 characters with at least two of them being numbers.  Neither of the numbers should be the first or last character in the password unless using more than two numbers.

Finally, you can use a product such as Platinum's Log Analyzer to locate the transactions that removed the data.  It will tell you when the transactions occurred, who performed them, and give you the option to generate SQL statements to put the data back in.

Inadvertently Deleted Data

There are three choices here.

1. Have the user input the data again

2. Restore the most recent backup to another server, create a view over the table that returns only the missing rows, BCP out of the view, and BCP into the production server.

3. Use a tool like Platinum's Log Analyzer to reverse engineer the transaction log

Corrupt table

The usual type of corruption for a table is mentioned above in cross-linked objects.  Another type of corruption that frequently occurs is a 2540 error on a DBCC.  This is also explained and noted above.  If neither of these errors are occurring and the table is still corrupt, there are a few things you can do.

Attempt to BCP all of the data out.  If this works, you can drop and recreate the table.  Once the table is recreated, BCP the data back in.  If the data won't BCP out or the table won't drop go on to the next two suggestions.

1. If replication is installed, stop replication

2. Place the database in dbo use only mode

3. BCP the data to a file

4. Generate a script for the table

5. Drop and recreate the table

6. BCP the data in

7. Run a dbcc checktable(<table name>) to verify integrity

8. Take the database out of dbo use only mode

9 If replication is installed, remove replication for that database

10 If the database is replicated, verify all replication components have been eliminated

9. If the database is replicated, reinstall replication

10. If the database is replicated, verify and test installation of all components

11. Perform a full backup of the database

Restore the most recent backup to another server and apply all transaction logs.  Drop and recreate the corrupt table.  Use Transfer Manager or BCP to move the data back into the production server.  You have to make sure that the data is completely up to date and no other transactions are being processed in order to protect you from primary/foreign key violations.  If the table won't drop, then go on to the next suggestion.

1. If replication is installed, stop replication

2. Place the database in dbo use only mode

3. Restore the most recent backup to another server

4. Run a dbcc checktable(<table name>) to verify the integrity of the table

5. Using Transfer Manager, transfer the table to the production server

6. Run a dbcc checktable(<table name>) to verify integrity

7. Take the database out of dbo use only mode

8. If replication is installed, remove replication for that database

9. If the database is replicated, verify all replication components have been eliminated

10. If the database is replicated, reinstall replication

11. If the database is replicated, verify and test installation of all components

12. Perform a full backup of the database

Perform a single table restore from the most recent backup.  You must be careful of and account for any key relationships in the database.  If a single table restore does not work due to data conflicts or the table contains a text or image column, continue on to the final suggestion.

1. If replication is installed, stop replication

2. Dump the transaction log using the no_truncate option

3. Restore the most recent backup

4. Apply all transaction logs

5. If replication is installed, remove replication for that database

6. If the database is replicated, verify all replication components have been eliminated

7. If the database is replicated, reinstall replication

8. If the database is replicated, verify and test installation of all components

9. Perform a full backup of the database

The final way to recover is to restore the entire database and apply all transaction logs.  This is also the safest way in order to ensure you account for any primary - foreign key relationships.

1. If replication is installed, stop replication

2. Dump the transaction log using the no_truncate option

3. Restore the most recent backup

4. Apply all transaction logs

5. If replication is installed, remove replication for that database

6. If the database is replicated, verify all replication components have been eliminated

7. If the database is replicated, reinstall replication

8. If the database is replicated, verify and test installation of all components

Corrupt System Table

There is exactly one way to recover a corrupt system table.  That is to restore from the most recent backup.

After restoring the master database, there are two ways to restore the rest of the system.

1. If replication is installed, stop replication on all databases

2. Place all databases in dbo use only mode

3. Run setup and run the rebuild master option

4. Restore the master database from the last backup

5. Stop SQL Server

6. Restart in single user mode

7. Using isql/w, log in to the server

8. If master fails to restore cleanly

A. Rebuild master

B. Turn on allow updates

C. BCP in the file from syslogins

D. Turn off allow updates

E. Do NOT attempt another restore of master and do NOT restore msdb

F. Run script to recreate all dump devices

G. Run script to recreate all tasks with the exception of replication tasks

H.  Run disk reinit and disk refit on each database

9. Stop and start SQL Server

10. Verify all databases recovered correctly

11. If replication is installed, remove replication for that database

12. If the database is replicated, verify all replication components have been eliminated

13. If the database is replicated, reinstall replication

14. If the database is replicated, verify and test installation of all components

If the above procedure does not bring all of the databases back online, perform the following steps.

1. If replication is installed, stop replication on all databases

2. Dump the transaction logs using the no_truncate option

3. Locate the most recent backup

4. Run setup and run the rebuild master option

5. Restore the master database from the last backup

6. Restore the msdb database from the last backup

7. Restore all user databases from the last backup

8. Restore all required transaction logs

9. If replication is installed, remove replication for that database

10. If the database is replicated, verify all replication components have been eliminated

11. If the database is replicated, reinstall replication

12. If the database is replicated, verify and test installation of all components

Corrupt User Database

If a user database gets corrupted, you must apply the most recent backup.  As an additional safety precaution you should drop the database using either the drop database command or the DBCC dbrepair command.  You then recreate it from the script you should have that is generated by sp_help_revdatabase.  This ensures that you are not carrying around anything from the corrupted database.

1. If replication is installed, stop replication

2. Execute a dump transaction with the no_truncate option

3. Drop the database using either a drop or DBCC dbrepair

4. Recreate the database using the file called <filename>
5. Restore the database from the most recent backup

6. Apply any transaction logs

7. If replication is installed, remove replication for that database

8. If the database is replicated, verify all replication components have been eliminated

9. If the database is replicated, reinstall replication

10. If the database is replicated, verify and test installation of all components

Suspect database

A suspect database can occur for many reasons.  In some cases SQL Server simply could not open the .dat file that contains the database or it simply gets lost and marks it suspect.  In a few cases, the database actually corrupts to such a level that SQL Server can no longer access it.  You must fix this by the following procedure.

1. First you must investigate the NT event log and SQL Server error log to see if anything was reported that led to the database being marked suspect.

2. If no errors can be found, execute an sp_resetstatus

3. Stop and start SQL Server

If the database did not come back up clean, you must perform the following procedure:

1. From isql/w, drop the suspect database by using the DBCC dbrepair command

2. Drop the devices the database was on.  (This is another extremely good reason to have each of your databases on separate devices.)

3. Open Windows Explorer and delete the physical .dat file for the device you just dropped in SQL Server.  (No, SQL Server does not remove the file.)

4. Using the device creation script you generate each night using the script in Appendix B, recreate the devices you just dropped. (<filename>)

5. Using the database creation script you generate each night using sp_help_revdatabase, recreate the database(s) you dropped in step 1 using a for load option. (<filename>)

6. Restore the database from the most recent full backup.

7. Apply any transaction logs.

8. Run a full battery of DBCCs (checkdb, newalloc, checkcatalog) on the restored database.

9. Perform a full server backup.

10. If replication is installed, remove replication for that database

11. If the database is replicated, verify all replication components have been eliminated

12. If the database is replicated, reinstall replication

13. If the database is replicated, verify and test installation of all components

Corrupt msdb

You will need to restore from the most recent backup.  After the restore is complete, you must ensure that all of your tasks, alerts, and operators still exist and are working.  You can do this by recreating each of the tasks, alerts, and operators.  A script for the tasks is included in Appendix D.

1. Recreate the msdb database by utilizing instmsdb.sql from the installation CD

2. Restore from the most recent backup 

Corrupt master

Having a corrupt master database is the most severe internal problem you can have in SQL Server.  This will require a full rebuild of the SQL Server.  The process for doing this is as follows:

1. Run setup and execute a rebuild of master.

2. When SQL Server completes the rebuild, place the server in single user mode.

3. Restore the most recent backup of master.

4. Verify that SQL Server is up and all databases are recognized.

5. If all databases are recognized and available, run a few queries of random tables in each database to verify.

6. If master fails to restore cleanly

A. Rebuild master

B. Turn on allow updates

C. BCP in the file from syslogins

D. Turn off allow updates

E. Do NOT attempt another restore of master and do NOT restore msdb

F. Run script to recreate all dump devices

G. Run script to recreate all tasks with the exception of replication tasks

7. If everything checks out at this stage, restart SQL Server

8. If replication is installed, remove replication for that database

9. If the database is replicated, verify all replication components have been eliminated

10. If the database is replicated, reinstall replication

11. If the database is replicated, verify and test installation of all components

If the above procedure does not work or a database was reset to suspect after you reset the status, you have corruption that has propagated to the user databases.  You must fix this by the following procedure.

1. From isql/w, drop the suspect database by using the DBCC dbrepair command

2. Drop the devices the database was on.  (This is another extremely good reason to have each of your databases on separate devices.)

3. Open Windows Explorer and delete the physical .dat file for the device your just dropped in SQL Server.  (No, SQL Server does not remove the file.)

4. Using the device creation script you generate each night using the script in Appendix B, recreate the devices you just dropped. (<filename>)

5. Using the database creation script you generate each night using sp_help_revdatabase, recreate the database(s) you dropped in step 1 using a for load option. (<filename>)

6. Restore the database from the most recent full backup.

7. Apply any transaction logs.

8. Run a full battery of DBCCs (checkdb, newalloc, checkcatalog) on the restored database.

9. If replication is installed, remove replication for that database

10. If the database is replicated, verify all replication components have been eliminated

11. If the database is replicated, reinstall replication

12. If the database is replicated, verify and test installation of all components

13. Perform a full server backup.

Bad master backup

If the backup of master is bad, you still have some options.  The procedure to recover the server is as follows:

1. Rebuild master

2. Make sure the server is in single user mode.

3. Start isql/w and issue a disk reinit for each of the database devices you should have on the server.  (You can get the needed information from the output of the disk init script included in Appendix B that you should be running each night.) (<filename>)

4. Execute a disk refit.

5. Stop and restart SQL Server.

6. Your server should come back to life with all of the databases intact.

7. Recreate each of the backup devices.

8. Execute the script generated by the proc in Appendix D to recreate any tasks.

9. Turn on allow updates and stop and restart SQL Server

10. BCP in the output file from syslogins.

11. Turn off allow updates

12. Stop and start SQL Server

13. If replication is installed, remove replication for that database

14. If the database is replicated, verify all replication components have been eliminated

15. If the database is replicated, reinstall replication

16. If the database is replicated, verify and test installation of all components

Missing master

If the master database is missing, the server will not even start.  This will occur if an application shuts down the SQL Server and then deletes the master.dat file.  The only way to get this back is to rebuild the master database.  On the SQL Server CD, there is a blank master.dat file.  During the master rebuild, this file gets copied over to SQL Server.  Once the rebuild is complete, you will to do the following:

1. Restore master from the most recent backup.

2. Restore msdb from the most recent backup.

3. Stop and start SQL Server.

If all of your databases do not come back up, you will need to follow the steps outlined above based upon the errors you are getting.

Missing database

This occurs if someone drops a database that should not have been dropped.  The only way to recover from this is a restore of that database.

1. Recreate the devices from <filename>
2. Recreate the databases from <filename>
3. Restore from the most recent backup

4. Apply any needed transaction logs

5. If replication is installed, remove replication for that database

6. If the database is replicated, verify all replication components have been eliminated

7. If the database is replicated, reinstall replication

8. If the database is replicated, verify and test installation of all components

Missing device

Missing devices occur when SQL Server gets shut down and the .dat files get deleted.  This can be diagnosed from a database that is marked as suspect.  If you reset the status and it immediately goes back to suspect, it is a very good possibility that the .dat file got deleted.  To recover from this you need to do the following:

1. Recreate the device using the output from the script in Appendix B. (<filename>)

2. Recreate the database(s) from the output of the sp_help_revdatabase procedure using a for load option. (<filename>)

3. Restore the database from the most recent backup.

4. If replication is installed, remove replication for that database

5. If the database is replicated, verify all replication components have been eliminated

6. If the database is replicated, reinstall replication

7. If the database is replicated, verify and test installation of all components

Power failure

Having a power failure can create many other problems up to and including a server failure.  In the event of a power failure, you need to do the following:

1. Ensure the server is cleanly and properly shut down.

2. Wait for at least 15 minutes after the power has come back on.

3. Power on the server and verify that all hardware is intact and no failures have happened

4. Verify the network connectivity

5. Verify that all services started properly

6. Verify the integrity of all applications

7. Verify all databases are intact and none are marked as suspect

8. If everything looks fine, open the server for production

Server failure

There are several options to recover from a failed server if it can be determined that the drive arrays are still intact and no corruption has occurred.  The order of preference for these options is:

1. Replace the failed component with a new component

2. Replace the failed component with a component from a non-critical server

3. Swap the arrays from the failed server into the cold standby server

4. Restore an image of the server to the cold standby

5. Restore from tape

Replace the failed component with a new component

1. Diagnose the problem and determine which component has failed.

2. Locate the number for your local hardware vendor.

3. Request the necessary component on an urgent basis.

4. If the component will take longer than 1 hour to arrive go on to option 2.

Replace the failed component with a component from a non-critical server

1. Diagnose the problem and determine which component failed.

2. Locate a non-critical server that contains the same component

3. Shut down the non-critical server

4. Remove the component and install it in the failed server.

5. Power up the server

6. If you have another failure, something additional is wrong and you need to proceed to option 3.

Swap the arrays from the failed server into the cold standby server

Note:  When you move drives from one machine to another, you must ensure that the drives go into the same bus and slot as they were on the original system.  I have only seen this tested on Compaq equipment and can not verify if it will work on another manufacturer’s equipment.

1. Remove the system drives from the failed server and insert into the cold standby.

2. Remove the drives from the failed server and insert them into the internal or external storage cabinet on the cold standby server.  Ensure that you are inserting the drives into the same bus and slot as they resided in on the failed server.

3. Once all drives are moved, power up the cold standby

4. Press F10 as soon as it is available during the initial boot.

5. Follow the prompts to update the hardware configuration.

6. Once Windows NT starts up, remove the NIC

7. Reboot the server

8. After Windows NT restarts, add in the appropriate NIC

9. Reboot the server

10. After Windows NT restarts, apply the SSD to update the video and network drivers

11. Reboot the server

12. After Windows NT restarts, run the Compaq array configuration utility.

13. Select cancel when the wizard starts

14. Configure the arrays exactly the way they were in the failed server

15. Follow the rest of the prompts and exit the array configuration utility

16. Start up Disk Administrator

17. Specify drive letters for the partitions as they were on the failed server

18. Reboot the server

19. After Windows NT restarts, ensure that all services have started properly

20. Verify that all databases have completed recovery

21. Make sure that you can select data from a few random tables to ensure access

22. If replication is installed, reset replication

23. Place the server into production

Restore an image of the server from the Backup Server to the cold standby

1. Power up the cold standby

2. Verify a connection to the Backup Server

3. Using the Enterprise backup solution, restore the last image on to the cold standby.

4. If replication is installed, reset replication

5. If the last image is bad, proceed to option 5

Restore from tape

You will need the most recent backups of all databases and the output from the scripts in Appendix A – Appendix D.  After locating everything you will need, perform the following steps.

1. From other server’s Server Manager, remove the Old server from the domain.

2. Install NT Server, any application, network settings, and users.  Use the same server name and IP address.

3. Install any NT services packs

4. Perform a SQL Server installation

5. Install any SQL Server service packs

6. Restore any application data

7. Reboot the Server

8. Run the device creation script generated from the script in Appendix B (<filename>)

9. Run the database creation script generated from the sp_help_revdatabase procedure with a for load option (<filename>)

10. Restore the master database

11. If master fails to restore cleanly

A. Rebuild master

B. Turn on allow updates

C. BCP in the file from syslogins (<filename>)

D. Turn off allow updates

E. Do NOT attempt another restore of master and do NOT restore msdb

F. Run script to recreate all dump devices

G. Run script to recreate all tasks with the exception of replication tasks

H. Reset configuration options (<filename>)

12. Restore the msdb database

13. Restore each of the user databases

14. Verify that all databases and all objects have been created properly.

15. Verify that all operators, tasks, and alerts have been set properly

16. If replication is installed, remove replication

17. If replication is installed, verify all replication components have been eliminated

18. If replication is installed, reinstall replication

19. If replication is installed, verify and test installation of all components

20. Open the server for production.

Missing/stolen server

The procedure for recovering from this would be the same as the restore from the Backup Server after a complete server failure once replacement hardware is procured.

Physical location destroyed

Obviously, you can’t get more serious than this.  In order to recover from this, you essentially have to do a full server restore for every server.  Each of the servers should be prioritized by business function and the most critical server restored first. Follow these procedures:

1. Configure hardware.

2. Install NT, SQL Server, service packs, and all supporting software

3. Verify proper installation of all components

4. Restore master

5. Restore msdb

6. Restore each user database

7. Verify that all databases and objects have been properly created

8. Open for production

9. Repeat steps 1 – 8 for each server to be recovered

10. If replication is needed, install replication

11. If replication is installed, verify replication performing properly

If any errors are encountered, you will need to handle them as outlined above.

Technical Support

Offsite Tape Storage

Support number: 

Account number: 

Microsoft

Support ID:

Premier Support: (800) 936-3200

Pay Per Incident Support: (800) 936-5900

Priority Support: (800) 936-4900

Website: http://www.microsoft.com/support

Compaq

Support ID:

Phone: 1-800-652-6672

Website: http://www.compaq.com/support

Hewlett Packard

Support ID:

Phone: 1-970-635-1000

Website: http://www.hp.com/netserver

IBM

Support ID:

Phone: 1-800-772-2227

Website: http://www.ibm.com/support

Dell

Support ID:

Phone: 1-888-560-8324

Website: http://support.dell.com

Gateway

Support ID:

Phone: 1-800-846-2301

Website: http://www.gateway.com/support

Seagate

Support ID:

Phone: (407) 531-7600

Website: http://www.seagatesoftware.com/bewinnt/techsupp/

E-mail: support@nsmg.seagatesoftware.com

Cheyenne

Support ID:

Website: http://www.cheyenne.com/

UltraBac

Support ID:

Phone: (425) 644-6000

Website: http://www.ultrabac.com/support

E-mail: support@ultrabac.com

Embarcadero

Support ID:

Phone: 415.834.3131 ext. 102

Website: http://www.embarcadero.com/support/

E-mail: support@embarcadero.com

BMC Software

Support ID:

Phone: 1-800-537-1813

E-mail: support@bmc.com

Website: http://www.bmc.com/info_center_support

Platinum technology

Support ID:

Phone: 1-800-833-7528

Website: http://support.platinum.com/

Tivoli

Support ID:

Phone: 1-800-848-6548

Website: http://www.support.tivoli.com

Power Company

Phone: 

Hardware/Software Inventory

<Insert Server Name here>


IP Address: 


Serial Number:


Model:


Processors:


RAM:


Power supplies:


RAID:


External Storage:


Fans:


Partitions:

Appendix A

create procedure sp__backup (@devname  varchar(30), @media  varchar(4))

as

/****************************************************************************/

/*  Stored Procedure: sp__backup                                            */

/*  Creation Date: 6/05/98                                                  */

/*  Written by: Michael Hotek,                                              */

/*                                                                          */

/*  Purpose: This procedure performs the databases dumps for all databases  */

/*           on your system.  It starts with master and inits the device    */

/*           each time.  Each user database, model, and msdb are then       */

/*           dumped.  Finally, the tran log is truncated to clean up space. */

/*           This runs for any device and/or dump media.  These are input   */

/*           parameters, so this same script can be run for simultaneous    */

/*           media dumps and can run without modifications on multiple      */

/*           servers.                                                       */

/*                                                                          */

/*  Input Paramters:                                                        */

/*  @devname  Name of the dump device to use

                    */

/*  @media    Type of dump media (Used for dump option settings)
    */

/*                                                                          */

/*  Output Parameters: None                                                 */

/*                                                                          */

/*  Return Status: None                                                     */

/*                                                                          */

/*  Usage:                                                                  */

/*      exec sp__backup <dump device name>, <disk or tape>                  */

/*      ex: exec sp__backup tapedump, tape                                  */

/*                                                                          */

/*  Local Variables:                                                        */

/*  @database   Database being dumped




    */

/*  @command    Dump command to be processed



    */

/*  @option
If tape device specifies nounload option            
    */

/*                                                                          */

/*  Called By:                                                              */

/*    SQL Server task






    */

/*                                                                          */

/*  Calls: None                                                             */

/*                                                                          */

/*  Data Modifications: None                                                */

/*                                                                          */

/*  Updates:                                                                */

/*    Date      Author      Purpose                                         */

/*    6/12/98   Mike Hotek  Added exclusion of pubs database

    */

/*                                                                          */

/****************************************************************************/

declare
@database

varchar(30),


@command

varchar(255),


@option


varchar(10)

if @media = 'tape'


select @option = ', nounload'

else


select @option = null

--Dump master and init the device

select @command = 'dump database master to ' + @devname + ' with init' + @option

--Execute the master dump

exec (@command)

--Declare cursor for all databases except tempdb and master

--Note: if you want to exclude any other databases from your backups, add them to the where clause

declare curdb cursor for select name from master..sysdatabases 


where name not in ('master','tempdb', 'pubs') for read only

--Open and perform initial fetch

open curdb

fetch curdb into @database

--While there are databases to process, dump the database

while @@fetch_status = 0

begin


--Create dump database command


select @command = 'dump database ' + @database + ' to ' + @devname + ' with noinit' + @option


--Execute dump


exec (@command)


--Create dump tran command to clean out tran log


select @command = 'dump transaction ' + @database + ' with truncate_only'


--Execute tran log dump


exec (@command)


--Get the next database to process


fetch curdb into @database

end

--Clean up

close curdb

deallocate curdb

Appendix B

drop proc sp_lti_gen_disk_init

go

create proc sp_lti_gen_disk_init 

        (@devname varchar(30) = null)

as

if @devname = null


select char(10),"disk init name = '" 

           + d.name + "',", char(10) 


   + " physname = '" + phyname + "', "  

           + " vdevno = " + 



str(convert(tinyint, substring(convert(binary(4), d.low),v.low, 1)),3,0)+ ",",


   char(10),


   "size =" + str(d.high - d.low + 1,8,0) 


from sysdevices d, spt_values v


where cntrltype = 0


and v.type = 'E'


and v.number = 3


and d.name not in ('master', 'MSDBData', 'MSDBLog')

else


select "disk init name = '" 

           + d.name + "', physname = '" 

           + phyname + "', size =" + str(d.high - d.low + 1,8,0)

           + ",vdevno = " + str(convert(tinyint, substring(convert(binary(4), d.low),v.low, 1)),3,0)


from sysdevices d, spt_values v


where cntrltype = 0


and v.type = 'E'


and v.number = 3

        and d.name = @devname

Appendix C

create table processdbcchistory

(ID             int     identity,

DatabaseName    varchar(30) not null,

TableName       varchar(30) not null,

StartTime       datetime    not null,

EndTime         datetime    null)

go

create nonclustered index processdbcchistory_NDX1 on processdbcchistory (DatabaseName, TableName)

go

create table processdbcc

(DatabaseName   varchar(30) not null,

TableName       varchar(30) not null,

LastUpdated     datetime    not null)

go

create unique clustered index processdbcc_PK on
processdbcc (DatabaseName, TableName)

go

/*********************************************************************/

/* Replace the database name with the name of the database where you */

/* have placed the tables and procs.  This will then create the two  */

/* tasks you will need to manage the dbcc procedures.  All you have  */

/* to do is tweak the schedule in the taks manager to fit the        */

/* schedule you want.                                                */

/*********************************************************************/

exec msdb.dbo.sp_addtask 'Weekly DBCC', @subsystem=TSQL, @username=dbo, @databasename=admin, @enabled=1, 

    @freqtype=4, @freqinterval=62, @freqsubtype=1, @freqsubinterval=0, @freqrelativeinterval=1, @freqrecurrencefactor=1, 

    @activestartdate=19980615, @activeenddate=99991231, @activestarttimeofday=0, @activeendtimeofday=235959, @nextrundate=0, 

    @nextruntime=0, @runpriority=0, @retryattempts=0, @retrydelay=0, @command='exec sp__dbcc', @loghistcompletionlevel=2, 

    @emailcompletionlevel=0, @tagobjectid=0, @tagobjecttype=0

go

exec msdb.dbo.sp_addtask 'Weekly DBCC cleanup', @subsystem=TSQL, @username=dbo, @databasename=admin, @enabled=1, 

    @freqtype=4, @freqinterval=62, @freqsubtype=1, @freqsubinterval=0, @freqrelativeinterval=1, @freqrecurrencefactor=1, 

    @activestartdate=19980615, @activeenddate=99991231, @activestarttimeofday=0, @activeendtimeofday=235959, @nextrundate=0, 

    @nextruntime=0, @runpriority=0, @retryattempts=0, @retrydelay=0, @command='exec sp__dbcccleanup', @loghistcompletionlevel=2, 

    @emailcompletionlevel=0, @tagobjectid=0, @tagobjecttype=0

go

create procedure sp__dbcc (@duration int = 0, @dir varchar(190)) with encryption

as

/*********************************************************************/

/* Stored Procedure: sp__dbcc                                        */

/* Creation Date:    6/23/98                                         */

/* Written by: Michael Hotek,                                        */

/*                                                                   */

/* Purpose: This procedure runs DBCCs for all databases              */

/*          on a periodic schedule.  Tracking is accomplished via    */

/*          a pair of tracking tables.  You can specify a duration   */

/*          which will limit the DBCCs to  running the               */

/*          specified number of minutes in order to reduce the       */

/*          impact in heavy processing environments.                 */

/*                                                                   */

/* Input Parameters:                                                 */

/*    @duration  Specifies the amount of time DBCCs will run         */

/*               in minutes.  0 specifies unlimited.                 */

/*    @dir       Specifies the location for the DBCC output files.   */

/*               This is with respect to the server.  Please do not  */

/*               add a trailing \ as one is added in the proc.  Make */

/*               sure the directory path does not exceed 190 chars.  */

/*                                                                   */

/* Output Parameters: None                                           */

/*                                                                   */

/* Usage:                                                            */

/*   exec sp__dbcc 300, 'c:\mssql\log'                               */

/*      Runs DBCC for 5 hours                                        */

/*                                                                   */

/* Local Variables:                                                  */

/*  @lastrun        Last time DBCCs were run                         */

/*  @starttime      The time the proc started                        */

/*  @startupdate    Time the DBCC started                            */

/*  @endupdate      Time the DBCC finished                           */

/*  @elapsedminutes Number of minutes proc has been running          */

/*  @command        The command to execute                           */

/*  @database       The name to the database to process              */

/*  @table          The name of the table to process                 */

/*  @fetch_inner    Controls the inner cursor                        */

/*  @fetch_outer    Controls the outer cursor                        */

/*  @password       The sa password                                  */

/*  @file           The fully qualified name of the output file.     */

/*                                                                   */

/* Return Status: None                                               */

/*                                                                   */

/* Called By: SQL Server task                                        */

/*                                                                   */

/* Calls: None                                                       */

/*                                                                   */

/* Data Modifications:                                               */

/*    Adds rows into the processdbcchistory table                    */

/*    Adds/deletes rows from the processdbcc table as needed         */

/*                                                                   */

/* Updates:                                                          */

/*   Date     Author      Purpose                                    */

/*   6/23/98  Mike Hotek  Created                                    */

/*   6/26/98  Mike Hotek  Tweaked the findstr command                */

/*                                                                   */

/*********************************************************************/

set nocount on

declare @elapsedminutes int,

        @lastrun        datetime,

        @starttime      datetime,

        @startupdate    datetime,

        @endupdate      datetime,

        @command        varchar(255),

        @database       varchar(30),

        @table          varchar(30),

        @fetch_inner    int,

        @fetch_outer    int,

        @password       varchar(30),

        @file           varchar(255)

--This proc is encrypted, because DBCC must be run under the sa account.

--This proc also must execute an isql command in order to run the DBCC and as such needs the sa password.

--Your password is completely protected within this proc as even the sa can not read it.

select @password = '<your sa password here>'

--Check to see if there is a time limit and if so track the time

if @duration > 0

    select @starttime = getdate()

--Temp table to process new tables

create table #tables

(name   varchar(30))

--Temp table to hold file names for any errors

create table #error

(FileName       varchar(255))

--Declare cursor to loop over all databases

--The status values excluded indicate a database in a state where DBCC can not be run

declare curdb cursor for select name from master..sysdatabases where name not in ('master', 'model', 'tempdb', 'msdb', 'pubs','distribution')

    and status & 32 != 32 and status & 64 != 64 and status & 128 != 128 and status & 256 != 256 and status & 512 != 512 and status & 1024 != 1024

    and status & 4096 != 4096

print 'Opening database cursor'

--Open cursor and perform initial fetch

open curdb

fetch curdb into @database

--Save fetch status to local variable

select @fetch_outer = @@fetch_status

while @fetch_outer = 0

begin

    --Build command to select all user tables from the first database

    --A UID = 1 filters out any tables not created by the dbo.  This is because I consider tables created

    --by any user to be temporary tables and as such should not have dbccs run on them

    select @command = 'select name from ' + @database + "..sysobjects where type = 'U' and uid = 1"

    select 'Inserting into temp table from ' + @database

    --Insert the names into the temp table for processing

    insert into #tables exec(@command)

    --Delete any tables that no longer exist

    print 'Removing any tables from tracking table processdbcc that no longer exist'

    delete processdbcc

    where DatabaseName = @database

    and TableName not in (select name from #tables)

    --Delete any rows from the temp table that are already in updatestats

    --This leaves only the new tables

    print 'Removing tables that already exist in tracking table processdbcc from temp table'

    delete #tables

    where name in (select name from processdbcc where DatabaseName = @database)

    --If there are new tables to add, add them

    print 'Adding any new tables to the tracking table'

    insert into processdbcc

    select @database, name, '1/1/1900' from #tables

    --Declare inner cursor to process each table

    declare curtables cursor for select TableName, LastUpdated from processdbcc where DatabaseName = @database order by LastUpdated

    --Open and perform initial fetch

    select 'Opening table cursor on database: ' + @database

    open curtables

    fetch curtables into @table, @lastrun

    --Save fetch status into local variable

    select @fetch_inner = @@fetch_status

    while @fetch_inner = 0

    begin

        --Track beginning of DBCC

        select @startupdate = getdate()

        --Create dbcc command and execute

        select 'Running dbcc checktable on ' + @database + '..' + @table

        --Construct fully qualified table name

        select @file = @dir + char(92) + @database + '_' + @table + '.log'

        --Construct isql command line

        select @command = 'master..xp_cmdshell '+ "'" + 'isql -Usa -P' + @password + ' -Q' + '"' + 'dbcc checktable(' + @table + ')' + '"' + ' -d' + @database +

                            ' -o'

        --Execute DBCC

        exec(@command + @file + "'")

        --Shell out to a command prompt and search the output file for any errors

        select @command = "master..xp_cmdshell 'findstr /m " + '"dbprocess error:" ' + @file + "'"

        insert into #error exec(@command)

        --Check to see if there were any errors

        if (select count(*) from #error) = 0

        begin

            --No errors found, so we can delete the file

            select @command = 'master..xp_cmdshell "del ' + @file + '"'

            exec(@command)

        end

        else

            truncate table #error

        --Track the end time of the DBCC

        select @endupdate = getdate()

        --Update the updatestats table and insert row into the history table

        print 'Adding row to history table and modifying tracking table'

        update processdbcc

        set LastUpdated = getdate()

        where DatabaseName = @database

        and TableName = @table

        insert into processdbcchistory (DatabaseName, TableName, StartTime, EndTime)

        values(@database, @table, @startupdate, @endupdate)

        --Check the runtime if a duration is set

        print 'Check if duration has been exceeded'

        if @duration > 0

            if getdate() > dateadd(mi,@duration,@starttime)

            return

        --Fetch next table to process

        print 'Fetching next table'

        fetch curtables into @table, @lastrun

        --Save fetch status into local variable

        select @fetch_inner = @@fetch_status

    end

    --Cleanup temp table and cursor

    print 'Truncating temp table and deallocating tables cursor'

    truncate table #tables

    close curtables

    deallocate curtables

    --Run dbcc checkcatalog and newalloc on the current database

    --Checkcatalog

        --Track beginning of DBCC

        select @startupdate = getdate()

        --Create dbcc command and execute

        select 'Running dbcc checkcatalog on ' + @database

        --Construct fully qualified table name

        select @file = @dir + char(92) + @database + '_checkcatalog.log'

        --Construct isql command line

        select @command = 'master..xp_cmdshell '+ "'" + 'isql -Usa -P' + @password + ' -Q"dbcc checkcatalog" -d' + @database +

                            ' -o'

        exec(@command + @file + "'")

        --Shell out to a command prompt and search the output file for any errors

        select @command = "master..xp_cmdshell 'findstr /m " + '"dbprocess error:" ' + @file + "'"

        insert into #error exec(@command)

        --Check to see if there were any errors

        if (select count(*) from #error) = 0

        begin

            --No errors found, so we can delete the file

            select @command = 'master..xp_cmdshell "del ' + @file + '"'

            exec(@command)

        end

        else

            truncate table #error

        --Track the end time of the DBCC

        select @endupdate = getdate()

        --Update the updatestats table and insert row into the history table

        print 'Adding row to history table'

        insert into processdbcchistory (DatabaseName, TableName, StartTime, EndTime)

        values(@database, 'checkcatalog', @startupdate, @endupdate)

        --Check the runtime if a duration is set

        print 'Check if duration has been exceeded'

        if @duration > 0

            if getdate() > dateadd(mi,@duration,@starttime)

            return

    --Newalloc

        --Track beginning of DBCC

        select @startupdate = getdate()

        --Create dbcc command and execute

        select 'Running dbcc newalloc on ' + @database

        --Construct fully qualified table name

        select @file = @dir + char(92) + @database + '_newalloc.log'

        --Construct isql command line

        select @command = 'master..xp_cmdshell '+ "'" + 'isql -Usa -P' + @password + ' -Q"dbcc newalloc" -d' + @database +

                            ' -o'

        exec(@command + @file + "'")

        --Shell out to a command prompt and search the output file for any errors

        select @command = "master..xp_cmdshell 'findstr /m " + '"dbprocess error:" ' + @file + "'"

        insert into #error exec(@command)

        --Check to see if there were any errors

        if (select count(*) from #error) = 0

        begin

            --No errors found, so we can delete the file

            select @command = 'master..xp_cmdshell "del ' + @file + '"'

            exec(@command)

        end

        else

            truncate table #error

        --Track the end time of the DBCC

        select @endupdate = getdate()

        --Update the updatestats table and insert row into the history table

        print 'Adding row to history table'

        insert into processdbcchistory (DatabaseName, TableName, StartTime, EndTime)

        values(@database, 'newalloc', @startupdate, @endupdate)

        --Check the runtime if a duration is set

        print 'Check if duration has been exceeded'

        if @duration > 0

            if getdate() > dateadd(mi,@duration,@starttime)

            return

    --Fetch next database

    print 'Fetching the next database'

    fetch curdb into @database

    --Save fetch status to local variable

    select @fetch_outer = @@fetch_status

end

--Clean up

print 'Final cleanup'

close curdb

deallocate curdb

drop table #tables

drop table #error

set nocount off

return

go

create procedure sp__dbcccleanup (@retaindays  int = 5)

as

/*********************************************************************/

/* Stored Procedure: sp__dbcccleanup                                 */

/* Creation Date:    6/25/98                                         */

/* Written by: Michael Hotek,                                        */

/*                                                                   */

/* Purpose: This procedure keeps the history table cleaned up.  It   */

/*          retains the n days of dbcc stats.                        */

/*                                                                   */

/* Input Parameters:                                                 */

/* @retaindays   Specifies the number of days to retain.             */

/*                                                                   */

/* Output Parameters: None                                           */

/*                                                                   */

/* Usage:                                                            */

/*   exec sp__dbcccleanup 10                                         */

/*      Deletes any instances from the history table that are older  */

/*      than 10 days                                                 */

/*                                                                   */

/* Local Variables: None                                             */

/*                                                                   */

/* Return Status: None                                               */

/*                                                                   */

/* Called By: SQL Server task                                        */

/*                                                                   */

/* Calls: None                                                       */

/*                                                                   */

/* Data Modifications:                                               */

/*    Deletes rows from the processdbcchistory table
             */

/*                                                                   */

/* Updates:                                                          */

/*   Date     Author      Purpose                                    */

/*   6/25/98  Mike Hotek  Created                                    */

/*                                                                   */

/*********************************************************************/

select @retaindays = @retaindays * -1

delete from processdbcchistory

where EndTime > dateadd(dd,@retaindays,getdate())

Appendix D

USE master

go

IF OBJECT_ID('sp_ABhelp_revtasks') IS NOT NULL

        DROP PROCEDURE sp_ABhelp_revtasks

GO

CREATE PROCEDURE sp_ABhelp_revtasks    

/*  Name:       sp_ABhelp_revtasks

    Purpose:    Reverse engineer SQL Executive scheduled tasks so that they can be backed up 

                or transferred to another server.

    Source:     Obtained from SQL Server mailing list (www.swynk.com)

    History:

      01/29/98  VRI   Created procedure from scarfed code.

*/

AS

SELECT "msdb..sp_addtask "+ CHAR(39) + name + CHAR(39) + "," +

        subsystem + ",@@SERVERNAME," +

       (SELECT name FROM master..syslogins

        WHERE suid = ownerloginid) + "," +

       databasename + "," +

       CONVERT(VARCHAR(10),enabled) + "," +

       CONVERT(VARCHAR(10),freqtype) + "," +

       CONVERT(VARCHAR(10),freqinterval) + "," +

       CONVERT(VARCHAR(10),freqsubtype) + "," +

       CONVERT(VARCHAR(10),freqsubinterval) + "," +

       CONVERT(VARCHAR(10),freqrelativeinterval)+ "," +

       CONVERT(VARCHAR(10),freqrecurrencefactor) + "," +

       CONVERT(VARCHAR(10),activestartdate) + "," +

       CONVERT(VARCHAR(10),activeenddate) + "," +

       CONVERT(VARCHAR(10),activestarttimeofday) + "," +

       CONVERT(VARCHAR(10),activeendtimeofday) + "," +

       CONVERT(VARCHAR(10),nextrundate) + "," +

       CONVERT(VARCHAR(10),nextruntime) + "," +

       CONVERT(VARCHAR(10),runpriority) + "," + CHAR(39) +

       (SELECT name FROM msdb..sysoperators

        WHERE id = emailoperatorid) + CHAR(39) + "," +

       CONVERT(VARCHAR(10),retryattempts)  + "," +

       CONVERT(VARCHAR(10),retrydelay) + "," +

       CHAR(39) + command + CHAR(39) + "," +

       CONVERT(VARCHAR(10),loghistcompletionlevel) + "," +

       CONVERT(VARCHAR(10),emailcompletionlevel) + "," +

       CHAR(39) + description + CHAR(39)

  FROM msdb..systasks

GO

GRANT EXECUTE ON sp_ABhelp_revtasks TO PUBLIC

GO

Appendix E

The essence of this scenario is as follows:

1. Each of the individual servers can backup their data to a central repository in the most efficient manner possible.

2. The Backup Server contains all of the backups from the individual applications while also containing each of the server images.

3. These images and backups are then picked up and archived to tape.

4. The tapes are then rotated offsite.

This configuration gives the ability to have a complete environment image located on the Backup Server available for immediate restore in the case of a system failure.  If this image is corrupt or otherwise unusable, then the tape based backup can be restored to the Backup Server and recovery can proceed as normal.

The Backup Server will get its data dumps via the following.

1. SQL Server will perform direct database dumps to the Backup Server

SQL Server backups are recommended for a variety of reasons.

1. It is a solid, built in backup solution that incurs no cost.

2. It is extremely stable and does not use any proprietary file formats.

3. It integrates with any Enterprise backup solution since it simply creates dump files.

4. It contains all of the functionality required for backup and restoration.

5. It contains no bugs which are sporadic amongst all of the third party backup solutions.

<Insert Enterprise backup software here> is recommended for the normal file level backups because it is reliable and also the corporate standard solution.

A centralized Backup Server gives an enormous boost in capacity and backup planning.  In a fragmented environment, each of the application and workgroup administrators would plan for backup, offsite storage, drive space for the backups, etc.  This results in numerous backup plans, offsite storage plans, excessive capacity, and unneeded hardware across the environment.  By providing a centralized Backup Server, each of the application and workgroup administrators know they have a central repository where all backups are routed to.  The Enterprise backup software can then periodically sweep the contents of the Backup Server to tape.  Backup storage capacity can be globally administered and added as needed.  The offsite tape rotations are centrally administered.  The largest time and money saver in the whole setup is with tape drives.  If each application and workgroup administrator has to backup the systems individually, a tape drive could be required on every server.  By having a central Backup Server, an office can purchase one or two tape drives to service all servers.  Tape drive capacity can also be expanded and managed much easier.  It is possible that two or more servers could just exceed the capacity of an individual tape drive.  This would require the addition of one more tape drive on each server.  If they were aggregated together, the extra tape drive might not be needed.  In a large environment this can amount to a significant cost savings just for tape drives and tapes.
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